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16  Security Considerations

16.1 General

DRM systems 
in general give rise to significant security concerns. Two properties any DRM system must fulfill are as follows:

· The system must provide the means to enforce that DRM Content can be used only on hardware
 permitted 
by the RI.

· The system must provide the means of ensuring that application programs rendering DRM Content behave in exactly the way that guarantees that the RO associated to the content is respected
.

OMA DRM defines the architecture (ARCH), requirements (REQ), content formats (DCF), rights expression language (REL), and the set of ROAP protocols, which are subject to this specification. They guarantee authentication, authorization, and the secure download of ROs in order to use DCF, the protected media object. The trust model assumes that the DRM Agent’s behavior conforms to the specification, i.e. it embodies a trusted entity in the device enforcing permissions and constraints associated with DRM Content as well as controlling the access to DRM Content.

In the following sections, possibilities of misuse of the proposed OMA DRM system in general and the ROAP protocol in particular are discussed. The considerations cover two cases:

(i) the trust model holds and 

(ii) the assumptions of the trust model do not hold.

However, case (ii) is discussed to emphasise the importance of protecting the RI/CI and the DRM Agent against both internal and external threats. If the attacker has access to the DRM Agent, the private key can be misused and the complete chain of trust would become invalid
.

16.2 Trust Model

The trust model of the OMA DRM system states that the DRM Agent has to be trusted by the rights issuer. I.e. the DRM Agent behaves correctly and the implementations of the DRM Agent are secure. Each DRM Agent has a unique key pair and an associated certificate. The certificate identifies the DRM Agent and certifies the binding between the agent and its keys. 

It is assumed that an appropriate trust management infrastructure, i.e., a PKI for the DRM system, is available, which allows revocation of devices and users 
in case an agent is no longer trusted.

16.3 Threat Model

If the trust model holds, an attacker has

· no control of the entities involved, i.e., no ability to compromise DRM Agent, RI, CI, CA, and OCSP Responder and

· no knowledge of the private key information of the DRM Agent,

but can 

· listen to the communication channel over which RI and DRM Agents communicate,

· can read, remove, change, or inject ROAP messages, DCF, and RO, and 

· is able to generate data that appears to be sent from a trusted entity.  

Further, it is assumed that an attacker has

· limited computational power.

16.4 Security Mechanisms of the DRM System

AJ - This section could include all the mechanisms described for the OMA DRM System.

Would be nice if somebody could do this (
RP: Do you mean a table of all the the values (parameters) used within the protocol and beyond the protocol and the associated protection obligations on each one? Or, do you mean a listing of functional mechanisms defined in the specification?

I think a table that shows what values require what type of protection (confidentiality, integrity, etc.) during the protocol; outside the protocol in the device; and outside the protocol within the RI system could be very useful.
Maybe we could include this as a list of features of the OMA spec?

However, a similar section exists in ARCH Section 9 ?

Outlining what are we going to do in the following?

16.5 Mutual Authentication of DRM Agent and RI

Mutual authentication proves the identity of the RI to the DRM Agent and vice versa. 

The security mechanism is a signature applied to all messages after the handshake between agent and issuer. In the OMA DRM system mutual authentication is achieved by the ROAP 4-pass registration protocol, the ROAP 2-pass acquisition of the RO, ROAP 1-pass, and the 2-pass domain joining protocol. The reason why 1-pass achieves mutual authentication is that the RI has signed the data, which then is encrypted with the DRM Agent’s public key. Hence, in this way the DRM Agent is authenticated, since he is the only one who should have the private key to decrypt the RO
. 

The ROAP domain leaving protocol only achieves unilateral authentication, which causes an attack as described in Section 16.7.

16.6 Prevention of Replay Attacks

A replay attack would allow an attacker to send a message again, such that the user could process DRM content more than once using the same RO. The ROAP protocol prevents replay attacks by introducing fresh nonces with every message and, therefore, guarantees that the same message cannot be processed more than once.

As stated in Section 8.4
 the1-pass and the domain protocols 
offer limited replay protection for stateful RO that is based on a time stamp and a GUID. The device will keep a local replay cache. 

Since it is not stated in the specification whether the replay cache is part of the DRM Agent, an attacker could access this cache
, which is applicable to case (i). In case (ii) the threat pointed out in Section 8.4.1
 might occur if there is a cache overflow and parts of the data must be removed to give room for new GUID and RO.

Binding between the DRM Agent and the Device

The binding between DRM Agent and device is guaranteed by including the Device identity (in form of the public key information) in the authentication process. The same applies to the RI that includes the RI identity in the message exchange. The usage of nonces guarantees freshness. 

After the RI has sent the <RIHello> including a fresh nonce, the device includes another fresh nonce in the <RegistrationRequest> message and creates a signature of the hash of all the data sent and received in the protocol so far. When responding with a <RegistrationResponse>, the RI also generates a signature of the hash over this message and the one received. This accomplishes the mutual authentication.

Assuming case (i) of the trust model: The RI maintains a database with certificate information of the devices. If the RI can associate the DeviceID with any public key information stored in the database, the device does not need to send the certificate again. Anybody can pretend to be the device and send a <DeviceHello> and the RI would answer with the <RIResponce>. Note, this opens the possibility to a denial of service attack (spam attack against the RI and/or the device). This attack is possible but expensive and therefore will probably be unlikely
. 

No other attack is possible, because the subsequently sent <RegistrationRequest> message must be signed with the private key of the device. This is assured because of the assumption that the DRM Agent behaves in the correct way.

In case (ii), if somebody gains the private key, the system would be compromised completely. The implementers of a DRM system must be aware that the complete chain of trust relies on the protection of the private key. Once the private key is compromised, the attacker can get the REK and therefore the CEK, too.

16.7 Data Integrity

Data integrity means that if data is modified (either intentionally or unintentionally) this modification is detected. In the ROAP protocol the usage of the signature guarantees integrity, i.e., when the recipient verifies the signature, he will detect a change of data.

Note, that mutual authentication between the DRM Agent and the RI implies data integrity since the signature is made over the data sent in the ROAP. 

However, in the ROAP 2-pass Domain Management protocol the <DomainLeaveResponse> message is not signed. Thus, the DRM Agent cannot verify the integrity of this message.

Even assuming case (i) there is the following attack: 

An attacker A pretends to be the RI and receives the <DomainLeaveRequest>. The message is not encrypted but signed by the DRM Agent. Thus A reads the content, takes the nonce-information and the DomainIdentifier, generates a <DomainLeaveResponse>, and sends the answer to the device. The DRM Agent assumes that leaving the domain was successful since he got a reply. Later on the DRM Agent is charged for being able to use domain content though not part of the group anymore.
RP: This is not possible because the Device is supposed to delete the Domain Context prior to sending the LeaveDomainRequest to the RI.  Isn’t it 
?
16.8 Acknowledged Result Indication

ROAP does not provide an acknowledgement of the <LeaveDomainResponse> message. The RI sends this message to the DRM Agent after the association of device and domain has been deleted at the RI’s registry. However, the device must ensure that the Domain Context of the corresponding Domain is deleted before even the <LeaveDomainRequest> was sent. 

In case (i) and (ii) the following threat seams possible. If an attacker deletes the <LeaveDomainRequest> message but there is no must for an acknowledged result indication, the user leaves the domain but will still be charged by the RI/CI.

RP: I am not sure I understand this charging issue? The Device leaves the domain by doing two things – deleting the domain context on the device (hence the domain key) and by sending LeaveDomainRequest to the RI. There seems to be two problems with this. One is the one you are pointing out up here. But, I am not sure about the charging issue. The other is the fact that for all practical purposes, the device has left the domain as soon as it has sent out the request. The attacker could prevent this request from reaching the RI. In that case, the RI is assuming the device is still part of the domain, and this could have some charging implications. I need to think about this one more.
16.9 Confidentiality of Data

The DRM content is protected by the CEK, the RO by the REK, and the data are passed to the DRM Agent using a hybrid cipher scheme. The confidentiality of data on the communication channel is therefore guaranteed as long as nobody can break the asymmetric RSA-KEM-KWS encryption scheme used. If the shared secret value is publicly known, REK and CEK could easily be derived. 

Of course, an attacker with unlimited computational power would always be able to start a brute force attack. In this case it would be preferable that the key information gathered can only be used for one media object or even only for one part of the DCF, e.g., if streaming data is sent.
RP: As I understand it, this is specific to the session. So, a single REK can encrypt a number of ROs within that transaction
. 
The shared secret key, when decrypted by the DRM Agent, must not be accessible to anybody (except the DRM Agent) by any means. 

16.10 Non-Repudiation 


Non-repudiation means that neither the RI (and/or CI) nor the DRM Agent can deny having performed a certain action. All messages can be uniquely traced to the entity, which is responsible for its action. In particular, a proof of origin and a proof of delivery of any data unit can be given. This gives one party the assurance that only the other party can be responsible for certain behavior. A signature over the data sent is the appropriate security mechanism.

In case (i), the trust model defines that RI, CI, and DRM Agent are reliable parties. However, there is the following security problem of non-repudiation.

The ROAP 4-pass protocol identifies and authorizes a DRM Agent by proving that the credentials, i.e. certificates, submitted are valid. The DRM Agent does the same for the RI during the mutual authentication, which establishes a security association. All data delivered during the session must be from the other party. For the proof of entity and data integrity and as a receipt of correctly having received the data of the RI, the DRM Agent sends the signature as explained in Section 16.5.

However, when the actual RO is transmitted using 2-pass or 1-pass, there is no legal assurance that the RO has arrived, since there is no receipt message by the user or another mechanism for this purpose.
RP: Not within the ROAP protocol; but the billing trigger is supposed to provide such function
. 
The user could claim that he did not receive any RO and therefore not pay for it. 

Nevertheless the DRM Agent can use the RO. Though claimed that he did not receive any RO, he has got all the information to unwrap the REK and CEK and is therefore able to use the DCF. However, in reality a user can behave like this two or three times, subsequently the content provider would put the user’s identity and/or the identity of the user’s device on a black list and would not give the user the possibility to join again.

In case (ii) another threat is possible. If the REK is extracted and somebody distributes the content to the market, the ROAP protocol supplies no means to serve justice. It can be anybody who made identical copies of the content. Even if a security mechanism such as watermarking, fingerprint or steganography would be applied, it is still unclear, who is the attacker. 

That is because ROAP uses a key transport mechanism and does not involve both parties for the key generation. REK 
is generated from the RI only, and purely transported to the recipient. This makes it legally impossible to prove, who the attacker is. It could be the recipient who has tampered with the content but at the same extent it could be the party who generated the keys.

The same type of attack can be seen when using CEK. If it is not possible to prove who distributes those keys, no legal measures can apply, but of course, CI would put the name of the possibly corrupted device on the black list anyway.

16.11 Public Key Infrastructure (PKI)


The DRM system assumes a trust model that is based on a PKI.

A PKI provides, manages, and revokes keys, and therefore enables mutual authentication as performed by the ROAP protocol. The PKI is needed to complement the DRM system, such that communication over an open, unsecured network can take place with the assurance that it is exactly the two parties exchanging messages. 

However, it is not stated how to set up an appropriate PKI though the acceptance of a DRM system strongly relates to the provision of a PKI. Since a DRM system should give access to various devices such as mobile phone, PDA, mp3-player, digital camera, the fulfilment of this requirement will be difficult and needs a great deal of organisational effort. Once, this is solved, another concern lays in the re-keying. Certificates are valid for a distinct period of time. It must be organized to renew the certificates or to supply new keys to a device in time.
RP: Very long-lived certificates could be an alternative here
.
16.12 Private Key Protection


It is assumed that all devices involved in the system must be DRM compliant devices. To elaborate this in more detail, these devices must have keys and certificates bound to the DRM Agent. 

This is an obligation to the manufacturer which should not be underestimated. It is a critical factor in maintaining the DRM system security. Assuming case (ii), failure of client implementations and RIs to protect their private keys will seriously compromise the system security. Existence of unauthorized or cloned client devices or providers will break the basic assumptions around the DRM security model prescribed in the OMA DRM specification.

16.13 Trust in the DRM Agent


The DRM Agent on the Device contributes in the ROAP protocol and implements the necessary security and trust elements so that the ROs are utilized in a conforming manner. The primary function of the DRM Agent is to enforce the permissions specified in the RO during content usage. The secrets and keys that are part of the system security must be protected and handled such that unauthorized usage is prevented.

Thus, the key material must be protected in a secure way to implement trust in the DRM Agent. If this cannot be guaranteed as assumed in case (ii), the DRM Agent private key could be extracted or duplicated to another device.

Furthermore, parts of the DRM system that could be subject to an attack are, for example:

· the protected media objects (DCF) that are stored at the device

· the corresponding RO

· application programs, that play or display the DCF

· the module that decrypts the RO 

· the module that decrypts the DCF

· the program that proves the integrity of the programs in use

· devices that are used for display, play-back, storage, and so on.

Furthermore, typically a device is not only used for processing DRM content but has also other application functions/programs that are not protected by the DRM Agent. 

For example, a mobile phone can be used for downloading and playing DCFs but primarily it will be used for communication purposes. A PDA will have the possibility to view pictures or movies but has also functions such as a calendar function, a paint program, or an explorer to surf the Internet. Somehow the data might therefore be extracted from the DRM Agent or must it in order to be processed. If there is no secure operating system for the DMR agent, it is possible to install programs that read the memory, change usage rights, and so on. 

Every processor has a memory management unit, i.e. hardware that divides the memory for the different applications. If the part for viewing or playing DRM content is not part of the DRM Agent, data might be copied. For instance, the data are sent to the video cache, from which an attacker could read them. 

The manipulation of the operating system might enable an attacker to read the memory. He downloads masses of content data and also pays for the ROs, and then he makes a hardcopy of the content that has been downloaded so far and produces cloned devices with the same DeviceID as the one belonging to his own device. The DRM Agent of such a clone can correctly process the RO and therefore use the DCF. 

Keys must be linked to the DRM Agent. The only identifier currently defined to identify the agent is the SHA-1 hash of the device's public key info, as it appears in the certificate. The value is stored in the DeviceID parameter of the ROAP 4-pass DeviceHello message. 

Other possibilities to access protected data are described in the following scenarios. Instead of just playing a movie on the user’s device he could use a monitor for user convenience. If he plugs in a transformer between monitor and user device, he can get the data and make a black copy. The same applies if the user wants to print out a digital photo and plugs in a copy device between DRM Agent and printer. If listening to music at the stereo, one could store the signal before it goes in the loudspeaker. 

The examples show that even if the DRM Agent can be trusted it is still possible to manipulate the device in general if the DRM Agent is only part of a more complex system. 

16.14 Secure time

The possibility of time synchronization in case of time loss could open another security hole if not carefully implemented.

ROs that contain permissions with constraint elements <count>, <interval> or <accumulated> require state information to be kept in the DRM Agent in order to determine whether the permissions are not used up yet.  Therefore, the DRM Agent must keep the state information at a distinct memory for processing stateful rights. 

Under the assumption of case (i), this specification suggests the usage of the <GUID> and time stamps to prevent replay attacks in the 1-pass and the domain protocol. A local cache at the device is used for storing the <GUID>.  Because no RI authentication is foreseen, as done in the 2-pass, these measures must be applied to control replays. 

However, a compromised operating system could still find a way around. For instance, since the table storing those values is updated in intervals, a system crash by purpose would recover the old system state of the machine though the content was already processed and the user can process the data once again.

In case (ii), if this information is not controlled by the DRM Agent, it might be easily modified or deleted.

Thus, the DRM Agent must rely on a secure time source. If the system time can be compromised, the interval of playing a movie could be extended indefinitely.

Note that it might be difficult to guarantee the availability of secure time.

16.15 Generating Random Numbers


Random numbers are used in various parts of the ROAP. All nonces generated by either DRM Agent or RI are randomly generated. Furthermore, for the hybrid cipher scheme to protect REK and CEK a statistically uniform random integer in the interval of 0 till m-1, where m is the modulus of the RSA public key, must be created. 

DRM Agent and RI should have a good source of randomness to generate the random numbers required in the ROAP protocol.

Note that there are many random generators available that are not cryptographically strong.

16.16 Domain content

Group key H(n) is a generated from a list of hash values H1 = H(H0), H2 = H(H1), … If one member leaves the domain, the RI will issue H(n-1) to the rest of the group. If a new member joins, he can easily calculate all hashes from the currently available and can therefore use all content that has been supplied for the domain so far. The member who left the domain knows only H(n) and as one property of hash values is, that they can easily be calculated but the backward function is nearly impossible, the DRM Agent will not be able to decrypt any new data received. 

From the security point of view, the distribution of the Domain key seems to be a correct solution for joining and leaving a domain. No new attack seems possible.

16.17 The Transport Protocols 

Security is implemented at the application layer by using confidentiality and integrity protection mechanisms, more specifically a secret shared key for data protection and an asymmetric encryption scheme to protect the secret data while transmitting it to the DRM Agent.

Hence, the transport protocols HTTP, Download OTA, WAP Push, and MMS are not required to apply security mechanisms.

16.18 Man in the Middle Attack

Man in the middle attack and session hijacking is avoided by the ROAP protocol, as all data are integrity protected and the freshness of data is guaranteed, with a small exception of the unsigned <LeaveDomainResponce>. 

16.19 Denial of Service Attacks 

Denial of service attacks are attacks against the availability of a system and include attacks by consumption of resources (bandwidth, storage) and destruction (altering software or hardware components, physical destruction). Such attacks can result in significant loss of time and money
. 
16.20 Privacy

Privacy is the right of an individual to control or influence the amount of information about itself collected by others. The data that should be protected can be divided into personal data and interest data. A content issuer evaluating such data, for instance, if one person or device downloads content, can adapt its offers accordingly to all kinds of demands. On one side this will achieve user convenience. On the other side it limits the right of self-determination of the individual. Furthermore, keeping log files that store information, such as who has done what at which time, reveals user behavior and might not be wished by a single individual.

The ROAP protocol has no measures to anonymize the connection between DRM Agent, downloaded DRM content and associated RO, since RI and CI are either administered by one organization or might exchange information freely. Also, the messages that are sent do not protect the identities of the communicating parties. 

OMA DRM providers might need to consider that privacy will be a demand that needs to be satisfied by implementing anonymity or pseudonym methods (such as identity protection schemes) in future.

16.21 Open issues
???

We should take a look if the following issues pose any new security considerations.

IMSI/WIM Binding

Domain Key

Flooding

Superdistribution

Unconnected Devices

Forward Lock

Export
Payment
OCSP


TBD – To be filled in when the contributions come in.








































�PAGE \# "'Page: '#'�'"  ��If possible, I would like to see this a bit more logically organized, like when there is a section entitled "Security Mechanisms" I would expect that sections such as "Data Integrity" would be sub-sections to it. Likewise, there is a mixture of "attack" subsections with other types of subsections like "Privacy".


�PAGE \# "'Page: '#'�'"  ��Needs to define "DRM systems". Perhaps replace with "DRM solutions"


�PAGE \# "'Page: '#'�'"  ��Why just hardware? Suggest "Devices"


�PAGE \# "'Page: '#'�'"  ��Authorized?


�PAGE \# "'Page: '#'�'"  ��Perhaps just state that rights and constraints on licensed content must be honored.


�PAGE \# "'Page: '#'�'"  ��Attackers will always have access to DRM agents due to the reversed thread model. Perhaps just stat that a compromised Device will render the trust chain invalid.


�


How is the DRM agent identified? Is the term agent identical to the term device?


�


How is the DRM agent identified? [MN:Through the certificate.] Is the term agent identical to the term device? [MN: Not quite. Ramesh and I have been discussing this. I think the idea was to use "Device" when possible, but it is broader in a sense than just the agent.]


�PAGE \# "'Page: '#'�'"  ��Not users


�PAGE \# "'Page: '#'�'"  ��Maybe use the term "implicit authentication" or similar. Some may object to a statement that a 1-pass protocol provides "mutual authentication"


�needs a link with section number in spec


�PAGE \# "'Page: '#'�'"  ��"Domain protocols"? What is meant here?


�PAGE \# "'Page: '#'�'"  ��If this is not spelled out in the spec we should do it – the cache needs to be secure (inside the DRM security perimeter) to have any value. This could be done by just having a checksum value protected and stored inside the perimieter to ensure integrity but it needs to be secured.


�needs a link with section number in spec


�PAGE \# "'Page: '#'�'"  �� A) the work done by the RI in this case is low – the RI does not sign anything or do any computationally expensive operations until after the client has authenticated. B) how would someone spam a device here? C) The section title is "prevention of replay", should there be a subsection "DoS prevention"? Or should it go into another section?


�PAGE \# "'Page: '#'�'"  ��The DRM agent will have deleted the context before the request. But if the RI did not get the LeaveDomainRequest message, and the payment model is something like a monthly fee based on the number of domain members, then Anja's scenario could occur. But as stated, it requires that the RI didn't get the message. Why would not the RI get the message? If the LeaveDomainRequest was initiated by a trigger, the trigger MUST be signed and MUST chain back to the RI responsible for this domain (maybe this latter requirement should be clarified in the spec) and hence the URL for the ROAP Leave Domain protocol must be to this RI.  Of course there could be a network problem or even someone spoofing as the RI while the RI is using this URL in a trigger but that's why we have the text about devices re-trying and if failing informing the users. The leaveDomain request is idempotent – it does not hurt to send it several times for the same domain. We had a discussion on this protocol in London. The issue is that if the device does not destroy the context before the ACK from the RI the user could stop the device from receiving the ACK and now play content while the RI believes the device has left the domain. I don't see that the RI signing the response would help? A device will either have deleted the context before the response (as is the case now) or not (and then the user could block the response). I think the safest way from a content perspective is to have it like we do now.


�SPEC: The Device MUST ensure that the Domain Context of the corresponding Domain is deleted before sending the ROAP-JoinDomainRequest to the RI.





I sent mail to mailing list – should be LeaveDomain – ok, is confirmed


�PAGE \# "'Page: '#'�'"  ��No, this had to change with the introduction of domainROs. Since any individual domain RO may be transferred – integrity-protected – there must be a MAC on the domainRO and the (protected) key is included in the transfer. The reason as to why the key is included in the MAC is for key confirmation – or else I could take someone else content, MAC it and send the wrapped key without knowing what it was. Therefore a single REK only protects a single CEK.


�Alex mail 11.9.


> In both RI and DRM agent certificates? Do you suggest that they would 


Magnus: … check that a certain oma-drm policy OID be present?





Yes, both RI and DRM agent certs.  I guess I was thinking less of the OID, but of the CPS URI that could point to a relying party agreement.  Including this seem to be quite important by the lawyers, especially if it ends up certs used in this system will be governed by CP, CPS, and relying party agreements.





�PAGE \# "'Page: '#'�'"  ��I agree with Ramesh. The billing trigger is for this purpose. Note however that even with a signed ACK, the user could stop the ACK from happening and use the content without getting billed (this is true also for the billing trigger, that's why I haven't been so keen on it).


�PAGE \# "'Page: '#'�'"  ��What differences does it make how the REK is generated if the content has been disclosed? I see other reasons as to why one would like both parties to participate in the key generation (e.g. bad PRNG at one side) but I fail to see why bilateral key generation would make any difference here.


�Alex mail 8.9.03


Regarding the comment on whether its necessary to sign the certificates or not.  Signing them does stop certificate substitution attacks, which is important in the EU signature law world, but may not necessary in general.





Regarding Comment GS11 - Note that using a public key identifier may map to several CA certs.  (i.e. keyID to cert mapping may not be one to one)





Magnus: I agree, and I think there is value in including them in the message signature.





Anja: Was it done?


�PAGE \# "'Page: '#'�'"  ��Yet I think Anja has a point and the spec should at least mention that it does not deal with this issue.


�Alex mail 8.9.03


> What about Criticality of keyUsage?





Magnus: I have thought about that too...I am inclined to use the same language as in WAPCertProf, i.e. should be marked as critical but does not have to.





�Mike’s mail 29.3.04 – Anja’s answers


Mike: (iv) To protect the DRM agent it will probably be necessary to have it it in a different chip to the telephone OS. As telephones can be programmed, there is a risk of being able to read or write to telephones memory by exploiting bugs in the implementation. We have a demo of this (the dumping of a handsets memory) if you are interested. As all the enciphered CEKs are protected by the device's private key it would be best to avoid all risks of this value becoming known. The simplest solution is to have a seperate chip that can accept commands from the OS but does not share resources. To protect the integrity and authenticity of the OS and the DRM agent as you proposed would seem to be too difficult, especially as the majority of mobile devices are programmable.


AJ: Again a solution ;-) 


I tried to point out that this threat might be possible, maybe we can give a probability of this threat ... What do you think? Big risk, small risk?


I don't know what I want to write in the spec ... Maybe:


 


The specification gives no details about how to protect a DRM agent. However, since it is easily possible to dump a handsets memory, the DRM agent should be implemented at a different chip to the telephone OS.


Mike: (v) After this is all depends on how much tamper resistance this device requires. While power analysis does is not easy with a handset, electromagnetic power analysis of the chip should be possible. Countermeasures exist data whitening etc. Using this sort of countermeasure all depends on the value of the content that is going to be manipulated due to the equipment that is needed to set up the attacks. The simplest coutermeasure would be to, again, have the DRM agent as close to the output device as possible i.e. directly behind the device's screen to make access difficult.


AJ: In case of handsets, power analysis is not easy, but electromagnetic power analysis of the chip may be possible and must be prevented. The DRM agent should be part of a tamper resistance device or at least close to the output device as possible i.e. directly behind the device's screen to make access difficult.


�Mike’s mail 29.3.04 – Anja’s answers





Mike: (i) you mention the possibility of probing the lines in between the DRM agent and the output device to get a copy in lear. For this reason I think the DRM agent should be as close to the output device as possible to make� the task as complicated as possible. The ideal would be to have a circuit in the speaker and monitor that would share a random (determined during production) with the DRM agent to provide a secure channel using the AES for example. 


AJ: I would include the part blue-lighted, though I am not sure if the ideal part is really part of it. I ask my college Jorge.


Mike 30.3.: you are right that it is probably a bit excessive to cipher the data coming out of the DRM agent. However, it may be good to specify that any sound signal coming out has to be analogue rather than digital to prevent people being able to make a high quality copy if they manage to probe the data.





�Mikes mail 29.3.04 and Anjas answer


Mike: (ii)The secure time source in §16.14 does not need to be extremely secure. The time can be synchronised with the content provider when the device connects. If ROs that give rights over a certain amount of time are going to be used it may be necessary to synchronise the clock with the content provider the when this object is used, as different providers may have different times. Otherwise the time is not too important as it just necessary to make sure that no duplicates exist. You cite the case of a compromised OS, but in this case the time is the least of the problems (see iv).


 AJ: Maybe we should add a comment such as: The probability of such an attack is not very high, since time can be synchronised with the content provider when the device connects. Since ROs of different providers may have different times, such time synchronisation might (should?) be applied in any case.  





�


Mike: (iii) The random number generator mentioned in §16.15 could possibly be included in the DRM agent. If it is supplied for the exterior (i.e. can potentially be removed) or is based on an LFSR the standard X9.17 can be used to make sure that the output remains unpredictable. This is a system that uses the DES algorithm on the random input (again with a random key & seed defined during production) to make it more unpredictable.�


 Are this implementation details? I am not sure if I would write this in the security considerations.








�PAGE \# "'Page: '#'�'"  ��One attack I'm slightly concerned about is DoS against RIs using the RORequest message. Sure, the Device signature need to be present but it could be fake and doing a verification operation does take some time. I would have preferred the establishment of an RI context shared key and then MACing subsequent RORequests but this did not happen.


Mike's mail 29.3.04 and Anja's answers�


Mike:(vi) The largest problem I can see is with counters. With ROs that last for a certain amount of time the object remains static so can be verified everytime it is used. If a counter needs to be decremented then the RO signature needs to be regenerated which can only be done by the RI. The simplest solution would be for the RI to send as many ROs, with different times, as are required and for each to be deleted as they are used. A counter that is created outside of the object would seem to be less secure unless backed up, so that if the power supply is cut the counter is still updated properly. 


AJ: What do you mean by object? 


Mike 30.3.: The object I am refering to is the RO, which has to remain unchanged when arrives in the device, as the device cannot generate the signature. 





(vii) Another problem is when a counter is decremented (or a one-shot RO deleted). A song or filmclip last for a certain amount of time. It may be necessary to have a parameter in the RO which defines at which point the content has considered to be used. If the counter is decremented before a song it may cause problems with customers who will feel that they have not had their moneys worth in the case where their mobile crashes. If the counter is decremented afterwards we have the same attack we have seen with the verify PIN in smart cards.


AJ: Could you explain the last sentence? which attack are you refering to? For the parts with the counter (vi+vii) , we should definitely add some comments to the security considerations! maybe an extra section after 16.14 ??? 


Title - Manipulation of the counter in stateful rights


For stateful ROs, the object remains static so it can be verified everytime it is used. If a counter needs to be decremented then the RO signature needs to be regenerated, which can only be done by the RI. A counter that is created outside of the object would seem to be less secure unless backed up, so that if the power supply is cut the counter is still updated properly. Another problem is when a counter is decremented (or a one-shot RO deleted). A song or filmclip last for a certain amount of time. If the counter is decremented before song it may cause problems with customers who will feel that they have not had their moneys worth in the case where their mobile crashes. If the counter is decremented afterwards a similar attack as the one with verifying the PIN in smart cards may be possible. 


????





Mike 30.3.: The attack I was refering to is an old attack against smartcard (sorry I forgot to change this before I sent it to you)


 


With the verify PIN command you have three guesses before the card will stop responding. If you can stop the card writing to eeprom to decrement this counter (by cutting the power supply for example) you can have as many guesses as you want. To stop this the counter is decremented before the PIN is verified and reset to 3 if the PIN is correct.


 


Similar things may well be possible against the DRM agent, but it is hard to know how hard this will be to implement.











�Alex mail 8.9.03


Basic Download -


Flowchart shows that payment is made via the CI portal, however charging for the RO is done at the RI.  Is the payment interaction between the RI and the


CI (if they are different entities) is out of scope?   This is more of a


curiosity question more than anything else...





�Alex mail 8.9.03


RI 4-pass -


Its not clear how the OCSPRequest is used.  The first paragraph says the RI does a nonce-based OCSP request using the nonce sent by the DRM agent. However at the end of the section it is mentioned that the RI should provide the most recent OCSP response, no matter what.  We need to decide one way or another.  It seems to me that if the use of the nonce is specified, we should use it.  Otherwise what's the point.





Magnus: This will be clarified; if the client contacts the RI for the purposes of synchronizing the clock, clearly the nonce-based OCSP response should be sent back by the RI or, as you say, there's no point in the exercise.
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