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1 Reason for Contribution

As the title reflects it, this contribution states that there are several possible interpretations to Policy Enforcement in OSE, recommends that only one of those interpretation be agreed by ARC, and documents the specific interpretation to be agreed. Offline comments have been received since its submission. This revision is addressing those comments, and all the changes from R01 are therefore tracked.
2 Summary of Contribution

Our contribution is provided because:

· in our opinion, OSE V1.0 allows too many open-ended interpretations with respect to the Policy Enforcement representation in the OSE.

· It is essential to have only one agreed interpretation going forward in OSE V2.0, in particular as we start dealing with practical, rather than academic aspects

· we need to break the current logjam of contributions to allow progress

· regardless of the possible interpretations of Policy Enforcement in OSE V1.0, the one agreed interpretation going forward in OSE V2.0 has to best serve the architecture and deployment needs of all segments represented in OMA and the goals/requirements of OSE

One interpretation of Policy Enforcement in OSE has already been put forward through contribution 0091R0*.

This current contribution:

· illustrates why several interpretations of Policy Enforcement in OSE V1.0 exist, using references to OSE V1.0

· proposes a set of principles/criteria to use in determining the one agreed interpretation going forward

· points out where we agree and/or disagree with the interpretation given in 0091R0* 

· argues for a different interpretation, which includes many agreements with the 0091R0* interpretation

· proposes recommendations based on the current contribution’s interpretation of Policy Enforcement in OSE

This contribution will clearly make the distinction when it refers to a logical/functional architecture or to a deployment/implementation issue. Note that, in general, this distinction is not sufficiently made explicit in the OSE V1.0 document, therefore also leading to confusions. However, we will clearly state here, that when this contribution refers to PE it refers to the PE logical architecture, and when it refers to the PE deploymentmodel or implementation it will specifically refer to PE deployment or PE implementation or PEEM enabler or PEEM enabler implementation, as the case may be. This contributions sees the logical architecture as being based on functional decomposition, therefore any references to PE in the architecture would be to such functionality, regardless of how it is being implemented/deployed. This is to remove any comments/statements about confusion between architecture and deployment. We believe it is more appropriate to represent the OSE functional architecture by identifying functional blocks. An OSE figure using a layering approach could be appropriate when describing a protocol stack or when describing a particular flow of events – but we did not believe the Figure 1 in the OSE V1.0 should intend to convey a certain flow, but only to convey the functional architecture. In fact, the word “layer” does not appear in the OSE V1.0 document, and it was introduced only later, via the explanations provided in document 0091R0*. With respect to that document, we believe that it is difficult and leading to confusion to convey a functional architecture, a protocol stack and a flow of events in one single high level diagram. However, we do not see a problem with the desire of representing all of those, but it would likely require different, additional figures.
3 Detailed Proposal

3.1 OSE statements and analysis

Whether on purpose or by accident, the OSE V1.0 has left the possibility of several interpretations with respect to Policy Enforcement’s functional role, and as a result such interpretations may also carry through the rest of the document. To that extent, different statements in different sections of the OSE V1.0 document exist, that taken separately can lead to different interpretations, while taken together they may create some confusion.
The statements quoted may in fact be correct when taken individually. The problem that we are emphasizing is not with the statements themselves taken individually, but with the confusion created when you take them as an ensemble – as a result, it is difficult to assess what the interpretation was, for different companies, when voting to approve the OSE V1.0 document. Any comments with respect to the individual validity of each statement or not may be an interesting discussion in a different context, but irrelevant for the point that this contribution is making with respect to the effect of taking them as an ensemble.
We don’t claim we have found all such statements in the OSE V1.0, but we will refer to a number of them that are representative:

1) "One way of controlling access to enablers is to use policies." (OSE V1.0, section 5.1.4)

2) "The OSE does not mandate any enabler in the Service Provider domain" (Section 5.2.1)

3) "If required, the OSE provides a policy-based management mechanism to protect underlying Service Provider's resources" (Section 5.2.9)

4) "Components providing policy enforcement are not required to be deployed in OSE when deployment do not need policies to be applied to express enabler implementation: (Section 5.4.1)
5) "The Policy Enforcer (PE) may transparently intercept requests towards enablers or resources when they enter the Service Provider environment" (Section 5.4.4).

6) "The Policy Enforcer at a logical level controls any exchange. However, there may be cases when the policy to be applied may be a zero policy whereby the Policy Enforcer does not process the request. In this case, since the Policy Enforcer does not process the requests, the Service Provider may choose not to deploy the Policy Enforcer" (Section 5.4.2).

The first statement indicates that there may be multiple ways of controlling access, and Policy Enforcement is only one of them. The 2nd statement clearly states that ALL enablers are optional in the OSE. The 3rd statement clearly indicates that OSE will provide an optional policy enforcement mechanism (assumed to be an enabler (PEEM), since enablers are the only mechanisms that we create in OMA). The 4th statement reinforces the previous ones, but then qualifies them – therefore allowing for multiple interpretations. While so far these statements only referred in general to Policy Enforcement, the 5th statement indicates that a Policy Enforcement capability COULD be used (“may”) to intercept requests, when used at a certain “level” (was this used instead of “layer” ?) in the OSE, but it also hints to a specific deployment. The 6th statement is a significant change from all previous statements, in that it simply states that Policy Enforcement controls any message exchange, and that the only way to disable such control is through the introduction of a so-called “zero-policy” (i.e. a policy that will be processed like any other one, but the rule evaluated will result always into passing the request without enforcing other rules). Note that none of the statements says that the Policy Enforcement (layer not mentioned specifically in the OSE V1.0) has to be where it is, but the 5th statement hints to a specific deployment, and the last statement states what its function is WHEN is represented as such. Also note from the last statement, that all the previous notions of “optionality” are supported through what we would call “virtual optionality” (namely disabling a functionality, rather than having a true option of having or not such a function truly optionally present).

3.2 Possible interpretations of the Policy Enforcement in OSE

Based on the analysis of the quoted statements in the previous section, we conclude that the OSE V1.0 document requires clarifications, since it currently allows for multiple interpretations, some of them conflicting with each other. Some of the important issues that need to be resolved by such clarifications are:

- Policy Enforcement is optional OR policy enforcement is mandatory for the OSE.

- Policy Enforcement is always applied only BEFORE reaching other enablers (intercepting all message exchanges) OR policy enforcement can be applied in a different place  as an optional choice OR a combination at both choices can be applied simultaneously
- Policy enforcement has to be represented OR not in the OSE (regardless of the answer to question 1; e.g. we could conclude that Policy Enforcement is optional, but still agree that is needs to be represented). The issue refers to the general principle of representing Policy Enforcement and how to represent it, and clarifying it with text, not to a specific instance of a figure – see issue 3 for the latter.

- How /when to represent Policy Enforcement in the OSE (depending on answers to issues 1. 2 and 3, this may or not still be an issue to be resolved, and it may be resolved also on a case-by-case basis).

We also conclude that the following are possible alternative interpretations, although other alternatives may also exist. We picked the following three, because from the discussions so far in ARC, they seem to align with some views forwarded by different companies:

1. Policy Enforcement layer is mandatory (SHALL or MUST), it always (SHALL or MUST) functions as intercepting all message exchanges and it is always (SHALL or MUST) represented in all OSE figures. Assuming we understood 0091R0*, this seems to be the interpretation given by 0091R0*, and we agree it is a possible valid interpretation, given the confusing nature of several quoted statements in the OSE V1.0. If this contribution is misrepresenting the conclusions of 0091R0*, we would support changes to this alternative interpretation to ensure a better match with the interpretations of 0091R0*, 

2. Policy Enforcement is in fact a functionwhich is optional, but strongly recommended (SHOULD); when present it can (SHOULD) be applied EITHER BEFORE messages reach an enabler OR by redirection or on-demand by the enabler implementation (AFTER messages have reached the enabler) or a combination of BOTH. Note here that when we refer to the case AFTER the message has reached the enabler, we mean anytime during the processing of the message – as long as it is applied before completing processing the message. Also, Policy Enforcement SHOULD be represented in all OSE figures (where appropriate) – because it represents the recommended way to ensure that the goals of OSE can be achieved.

3. Policy Enforcement function is optional, does not have to be present (although it MAY be present, like any other OMA functionality), and it should only be represented in those OSE figures where absolutely needed, or not represented at all.

Our contribution does not offer any additional interpretations, although other alternatives may be possible, because we think that the 3 mentioned are fairly representative.

Our contribution will not offer more details with respect to alternative interpretation 3, because we disagree with it. We will note were we agree with the alternative interpretation 1, and where we have differences. This contribution will argue in favour of alternative interpretation 2.

3.3 Principles/criteria suggested for agreeing to a single interpretation of Policy Enforcement in OSE

We suggest that, in addition to meeting the OSE requirements (which do not specifically refer to Policy Enforcement as a mechanism to meet them) we need to agree on a set of principles/criteria that will support OMA member companies requirements with respect to OSE, and the goals of OSE architecture, and will help ARC decide on the Policy Enforcement role and its representation in OSE:

A. "factorization" of interfaces is an important distinctive characteristic of OSE. But factorization does not necessarily have to be depicted in the ever-first picture of the OSE, or if it, it should not be indicative of a certain deployment model, by inferring a certain flow of events.
B. “optionality (with specific recommendations)”. All OMA functionality has to be optional, but it is OK for OSE to recommend certain functionalities be always present (SHOULD be represented, but not SHALL be represented), while emphasizing that other options are possible. Policy Enforcement is one way to take advantage of the "factorization" and support coordinated reuse and delegation. However, factorization does not necessarily mean “layering”, since it can be achieved by means of introduction of distinctive functions as well.

“adequate representation”. Representation means the text and the figures should reflect what the Policy Enforcement function means. In our opinion, a  Policy Enforcement function should mean that the policy rules and the logic to interpret them have been “factored” out.. It does not imply when or how such a function is applied (e.g. BEFORE or AFTER an enabler implementation is being accessed by a request, or whether it should happen DURING the processing of the request).  It makes no statement with respect to the optional or mandatory nature of the functionality. Representation includes figures and clarifying text. Should we decide to use a representation of the OSE architecture using layering, instead of functional decomposition, the layering should consistently follow criteria agreed to, and criteria should be equally applicable to all layers and to all relevant functions within each layer. 
C. “choice of policy enforcement model” (or choice of where the Policy Enforcement function is applied). When present (based on principle B), this means that Policy Enforcement SHOULD be made available EITHER as function BEFORE a message reaches an enabler implementation (interceptor/proxy or any other means to process a message before it reaches the enabler implementation) or AFTER (enabler implementation issues an explicit request for Policy Enforcement, or enabler implementation handles this using its own provided local policies) or a combination of BOTH.
D. “Re-useability”. Irrespective of deployment model this an important characteristic of OSE, and it should apply to the Policy Enforcement function.
E. “performance, scalability and reliability”. Since Policy Enforcement is viewed as a means to support other functionalities, its own architecture and place in the overall OSE architecture SHOULD enhance the performance, scalability and reliability of the overall OSE architecture, or at least not diminish it.
F. “OSE architecture clarity”. The OSE architecture building blocks should clearly indicate functionality specified in OMA, vs. functionality specified elsewhere”. While certain functionality can be met in the OSE or in an enabler implementation in different ways, the OSE figures and text should rely mainly on enabler implementations according to OMA specifications, and any exceptions should be clearly identified  and justified. 

The following represent additional criteria/principles suggested for the Policy Enforcement enabler implementation and deployment models:

a) Policy Enforcement function will be supported by an OMA enabler (OMA), that can be used to meet the OSE recommendations and used as an interceptor or on-demand. The PEEM enabler supplied by OMA should be designed to meet all the  principles/criteria agreed.

b) Deployment choices as proxy, on-demand or both. The SP shall have the choice of deploying a Policy Enforcement enabler (PEEM). When deploying it, it will have the choice of deploying it in proxy mode, on-demand mode (callable) or a combination of both. The choice shall be a true deployment choice (not a disabling of a PEEM capability).

c) Deployment choice as individual enabler or bundled with other functionality. The SP SHOULD have the choice to deploy the PEEM enabler implementation as an individual implementation, or bundled with other enabler implementations and other capabilities, while maintaining the deployment choice of models as described in the previous principle.

d) Deployment support of disabling protection. When deployed, regardless of deployment model, PEEM enabler implementation SHALL support an option that will allow some resources to be protected by PEEM, while other resources may be left unprotected or protected by other means, not offered via PEEM, as desired by the owner of the domain that deploys PEEM. Also, when using PEEM, options for resources to be protected via the PEEM proxy model, or the PEEM callable model or both should be available to the owner of the domain. This capability is also referred to as support for “zero-policies”

e) OSE does not mandate the use of PEEM enabler. Since “Policy Enforcement” is “one way” of supporting the OSE goals, it may not be the only way. As such, the solution offered by OMA to meet the needs of the Policy Enforcement function is also optional, which makes it consistent with the usage of all other enablers in OMA.

f) 5. “Policy Enforcement implementation’s performance, scalability and reliability”. Since Policy Enforcement is viewed as a means to support other functionalities, its own implementation and deployment models SHOULD enhance the performance, scalability and reliability of the overall deployed system, or at least not diminish it (e.g. it should not introduce additional performance bottlenecks, or single-points of failure or the need for complex systems to address issues introduced by its deployment).

3.4 Arguments in support of proposed alternative interpretation of Policy Enforcement in OSE

This part of the current contribution argues that the following alternative interpretation be considered for Policy Enforcement in OSE:

Policy Enforcement function is optional, but strongly recommended (SHOULD);when present it can (SHOULD) be applied EITHER as via an interceptor function (BEFORE messages reach an enabler) OR via a redirection function, OR on-demand by the enabler implementation (AFTER messages have reached the enabler) or a combination of BOTH. Note that, regardless of how Policy Enforcement is being invoked, it requires additional logic. Contribution 0091R0* states that the PE layer, as envisioned by the contribution does not require additional logic when deployed, while any other deployment of PEEM (e.g. PEEM in callable mode, does require such additional logic to be used to implement the PE function). This is a gratuitous argument, in our opinion. Just because PEEM has been defined to include/support the proxy model, does not mean that it does not require additional logic, it only means that the additional logic has been conveniently included in PEEM. By the same argument, one could include in PEEM redirection logic, or logic that once a request is identified, it encapsulates the request in a call via the callable PEEM interface. In fact, since we barely started PEEM discussions, all these options are still on the table – since the requirements for PEEM are market level requirements, and therefore not indicative yet of any particular implementation.

Also, we believe that Policy Enforcement SHOULD be represented in all OSE figures (where appropriate) in a way that does not infer a particular deployment model or a particular flow (this should be left to figures representing specific deployment models or flows – it should be represented NOT because it should infer a certain flow of events, but because it needs to represent a recommended way to ensure that the goals of OSE can be achieved. Subsequent figures, after the initial way, are a better way to express specific flows to achieve this.
The reasons for recommending this interpretation are:

I. The above interpretation is one of the possible interpretations of the OSE V1.0 document, based on the analysis of the different statements quoted from the OSE V1.0 document.

II. The above interpretation meets all the OSE requirements. It supports in the same way as alternative 1, the factorization, which is at the foundation of that alternative. It also separates out the policy rules and the logic to interpret them into a Policy Enforcement function. At the same time, it recognizes the fact that there may be other means, that ARC may not have identified (yet), but have subsumed as possible alternatives to meet OSE requirements (see the statement “PE is “one way” …). Therefore, while our interpretation strongly recommends PE to be present and represented in the figures (SHOULD), it stops short of mandating it (SHALL). It also recognizes the fact, that SHOULD the OSE be represented as architectural layers, and should a Policy Enforcement layer be deployed, it may be deployed in different places in the “stack” described by 0091R0*, and still support all the OSE requirements.

III. The above interpretation matches very well with the overall understanding of the term “Policy Enforcement” – which is used by the industry as one of the supportive tools in managing a complex environment of interacting entities. Our interpretation allows for Policy Enforcement to continue to be a powerful, yet truly optional tool, and allows it to exist functionally at multiple places in a layered architecture when desired, where desired. It is our opinion, that using the term “Policy Enforcement” narrowly to mean a functionality  ONLY as a mandated, specific functional layer in the OSE is not consistent with the term itself. Policy Enforcement is a term used widely in the industry, and has a wide-encompassing scope. Related definitions have been provided and approved in OMA documents (see PEEM RD), and we quote:

Policy Enforcement = The processes of policy evaluation and policy execution.

Policy Evaluation = Determination of whether the policy rules results in “true”.

Policy Execution = Execution of the action associated to the policy condition selected by policy evaluation.

In our opinion, there are multiple ways that a policy enforcement function can be provided, and all of them are supported by the above definitions (e.g. by intercepting messages and enforcing policies before the message reaches its target OR by allowing the message to reach its target, and allow the target entity to ask for policies to be enforced, either through local policies embedded in the target OR by invoking a separate entity that can do that on their behalf). The conclusion is, that when we talk about Policy Enforcement in the OSE it should be able to cover and make appropriate use of all of the above. This is exactly what the alternative interpretation we endorse is supporting.
IV. It meets all the criteria/principles (functional, and implementation/deployment) enumerated before. We believe that the criteria/principles enumerated are reasonable. However, if other criteria/principles are adopted, we would need to assess this interpretation against such criteria/principles agreed upon.

V. It includes all benefits of the interpretation 1 (as supported by 0091R0*), since it strongly supports (SHOULD) the existence and the representation of the Policy Enforcement function, and it allows, as a choice, for that function to be applied exactly as 0091R0* argues, if so desired. The main differences are the fact that it recognizes that ANY Policy Enforcement function, while strongly recommended, SHOULD be optional, and that the optionality also needs to extend to when/where/how such function is applied, when present.

In conclusion, the recommended alternative interpretation (2) is in fact not very far apart from the alternative interpretation 1 supported by 0091R0*, but there are some fine points where the 2 clearly diverge.

Assuming interpretation 2 is agreed to by ARC, specific text and figure changes will have to be proposed for OSE V2.0, to reflect the agreed interpretation. This would be true regardless of which interpretation we agree on going forward. This contribution stops short of explicitly providing the text and changes to be made, since we are interested first in agreeing on ONE interpretation, but it makes other specific recommendations.

4 Intellectual Property Rights

Members and their Affiliates (collectively, "Members") agree to use their reasonable endeavours to inform timely the Open Mobile Alliance of Essential IPR as they become aware that the Essential IPR is related to the prepared or published Specification.  This obligation does not imply an obligation on Members to conduct IPR searches.  This duty is contained in the Open Mobile Alliance application form to which each Member's attention is drawn.  Members shall submit to the General Manager of Operations of OMA the IPR Statement and the IPR Licensing Declaration.  These forms are available from OMA or online at the OMA website at www.openmobilealliance.org.

5 Recommendations

We recommend the following:

1. agree on added criteria/principles as provided by this contribution, to be used when deciding which interpretation to pursue going forward. If agreed, we recommend that those criteria/principles be included in the OSE V2.0, in the section that explains Policy Enforcement (or other section as deemed appropriate during discussion). 

2. agree that the alternative interpretation #2 documented by this contribution should be the interpretation we pursue going forward, and document that interpretation in the section Policy Enforcement of the OSE V2.0 document (or otherwise, as appropriate). The recommended interpretation has a lot in common with the interpretation in 0091R0*, which for all intents and purposes represents one particular instantiation of alternative interpretation #2.

3. if agreed by ARC, and by the co-signers of 0091R0*, we recommend to create a joint contribution, that will recommend added text, and possibly changes to the figures to align with the agreed interpretation.
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