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1 Reason for Contribution

During the ARC discussions about PEEM, there have been many questions about what “BLOB” is and why it is needed.
2 Summary of Contribution

This contribution describes what a BLOB represents and why it is an important concept for the PEEM enabler.
3 Detailed Proposal

The term “BLOB” was chosen because it is used in the IT software industry.  We would be happy to change “BLOB” to a different term, such as “undefined string” or “undifferentiated string” or “unstructured string” or others.  Send your cards and letters with proposals.
There is a difference in views about whether PEEM’s input parameter is a BLOB or not.  The difference centers around when PEEM “knows” about the format of its input parameters -- is it at spec time (or actually at code implementation/development time, often called "compile time" because that is when you generate the software program to do the job) vs at run-time (when the software actually executes).  This problem is similar to the I0+P for the PE.  In that case, the actual I0 and P interface information can be acquired in 3 ways as described in the OSE document.  In 2 of those (static) ways, the requesting application can have explicit code to know what information to send so that the receiving enabler will get the right I0 parameters and the PE will get the right P parameters.  This works just fine if the SP does not change either the I0 or the P information.  It also only works for those SPs who have the same I0 and P requirements.  If the requesting application must invoke the enabler at a different SP, the I0 and P might be different.  Or if the SP’s policy changes, different P might need to be sent by the application.   In the third (dynamic) way described in the OSE, the required I0 and P information is retrieved by the application and used to generate messages containing the correct I0 and P information.  The requesting application has a well-defined interface to the enabler in all 3 cases, but the "definition" is learned at different times.   Note that in the dynamic case, the requesting application cannot define at implementation/development time the format of the message destined for the enabler -- the application will generate the message based on what it learns the policy requires.   

We have already agreed that PEEM in proxy mode takes a BLOB as input parameter.  This is because PEEM is acting as an interpreter of the policy expression language – PEEM has no inherent knowledge about what input it will receive nor how it will process that input – the policies provided at execution time (via PEM-2) completely determine what the input will look like and how it will be processed.  The same holds true for the discussion about PEM-1.  From PEEM's point of view, the incoming context information is not known at the time PEEM is implemented/developed.  The format of that incoming information is dependent on the policy rules that are defined and specified through the PEM-2 interface (or the optional PEM-1 parameter) -- the policy rules are not known until execution time (rather than at the time that the PEEM code is developed/written).   Therefore, the PEEM code is not able to define the format of the context information.  The PEEM code can only say that it will receive some structured form of data, but it will not know that structure -- in fact, the data will be examined by the policy rules to determine the structure.   Note that this is analogous to the PE case -- PE does not know beforehand what P parameters it will receive from requesting applications.  The SP will somehow tell the applications what P parameters are needed, the applications will send those P parameters, and then PE will have to accept and process them.  The SP's policy rules will enforce the policies applied to the incoming request including these P parameters. 

So, a PEEM requestor will have a completely defined interface for sending context information to PEEM. That interface will be determined by the policy rules (either supplied across PEM-2 interface, or as the optional parameter of PEM-1).  The PEEM requestor knows what information to put together in what format so that the policy rules can be applied by PEEM.  Again, note that the PEEM requestor can be more or less dynamic in how it generates this context information it sends to PEEM -- it might be “hard coded” to always generate exactly the same information in the same format regardless of what environment in which it is deployed (all SPs would have to have the same policy rules which is possible if this behaviour is dictated by a standard's specification, such as "Presence information is only divulged to a 3rd party if the user has given proper permission").  Another case is that the requestor sets up the policy rule (using PEM-2 or the optional PEM-1 parameter) and therefore again knows exactly what context information to send to PEEM.  Note that even in these cases, PEEM does not know what it will be receiving as formatted context information because it is receiving requests for policy enforcement from lots of different requestors who are having very different policy rules being applied (and therefore the context information each will provide is quite different).  So though each of the PEEM requestors may know what they are sending to PEEM, PEEM does not know in advance at the time that PEEM code is being written/developed – therefore PEEM can only describe its incoming context information as a BLOB. 

Note that there cannot really be a difference between how we define the proxy and the callable interfaces. When a 3rd party application sends a request to an enabler, it does not know if the deployment of PEEM (to do the PE function) is as a proxy or as a callable model.  The PEEM function is the same, only distinguished by how it got invoked.  The 3rd party application certainly can't be expected to change if the SP moves from one PEEM deployment model to another -- this must be transparent.  Therefore the knowledge that PEEM has about the incoming information has to be the same -- in both cases, it receives unstructured information and the policy rules analyze that information to determine what to do.  The 3rd party application knows what information it will send to the enabler (the I0 and the P parameters), though that information may not be known when the application is written, but rather, could be dynamically learned via a "discovery enabler" (e.g., UDDI).  
Note that this same line-of-thought explains why from PEEM’s point of view, the returned (output) parameters are also a BLOB.  Again, the PEEM developers do not know what the returned parameters will be or look like – the policy rules will dictate what is returned.  We might find it useful to specify a return code to distinguish the main types of results such as “success” or “failure” or “expect more later” or others (similar to existing HTTP or SIP codes).  This question does not really differentiate the different approaches.
4 Intellectual Property Rights

Members and their Affiliates (collectively, "Members") agree to use their reasonable endeavours to inform timely the Open Mobile Alliance of Essential IPR as they become aware that the Essential IPR is related to the prepared or published Specification.  This obligation does not imply an obligation on Members to conduct IPR searches.  This duty is contained in the Open Mobile Alliance application form to which each Member's attention is drawn.  Members shall submit to the General Manager of Operations of OMA the IPR Statement and the IPR Licensing Declaration.  These forms are available from OMA or online at the OMA website at www.openmobilealliance.org.

5 Recommendation

This contribution is intended to help level set ARC members about the use of BLOB.  If ARC decides to incorporate some material from section 3 into the PEEM AD, then we will produce a revision showing that material and recommending its inclusion in the PEEM AD.
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