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1 Reason for Change

This CR is a proposal for solving review comment:

	DX184
	
	Y
	A.13.4
	Source: Aram Perez, QUALCOMM

Form: OMA-BCAST-2006-0xxx

Comment:

This section appears to be a repeat of section A.8.4 (even same section title).

Proposed resolution:

Remove one of the sections.
	Status: OPEN

Related to comment DX075 


on OMA-TS-DRM-XBS-V1_0-20060321-D
A.13.4 and A.8.4 are very similar. But:

· A.8.4 is about the numbering of fixed and flexible sunscriber groups.
· A.13.4 is about the numbering of the OFT, while A.13 is general for BCROs.
This CR proposes to delete A.8.4 and move most text related to node numbering to the appendix (as both broadcast encryption schemes use the same node numbering). The complete A.13 is reorganised and some introductory text is added for better understanding.
2 Impact on Backward Compatibility

This CR has no impact on backwards compatibility

3 Impact on Other Specifications

None

4 Intellectual Property Rights

Members and their Affiliates (collectively, "Members") agree to use their reasonable endeavours to inform timely the Open Mobile Alliance of Essential IPR as they become aware that the Essential IPR is related to the prepared or published Specification.  This obligation does not imply an obligation on Members to conduct IPR searches.  This duty is contained in the Open Mobile Alliance application form to which each Member's attention is drawn.  Members shall submit to the General Manager of Operations of OMA the IPR Statement and the IPR Licensing Declaration.  These forms are available from OMA or online at the OMA website at www.openmobilealliance.org.

5 Recommendation

Members are kindly asked to agree with the indicated changes in 6.

6 Detailed Change Proposal

Change 1:  Deletion of Section A.8.4 Efficient and secure BCRO delivery
NOTE TO EDITOR: this change is a deletion, see tracked deletion!







Delete part of this section, which will be moved to another section. Add reference to it.
A.13.2 Syntax definition

A Tag Length Format (TLF) is defined to identify the keyset_items in the keyset_block. A keyset_item is identified by following syntax:

<tag> [optional <clarifier>] <length> <keyset_item> 

Following values are defined and SHALL be used:

tag values:

This is a 4 bit field (bslbf) indicating the tag that uniquely identifies the keyset item. 

Table 46: defined tag values

	Keyset_item
	Tag (b)
	remark

	UGK
	0000
	

	SGK
	0001
	

	UDK
	0010
	

	UDF
	0011
	

	LDK
	0100
	

	SLDF
	0101
	shortform_domain_id

	LLDF
	0110
	

	RIAK
	0111
	

	TDK
	1000
	

	reserved for future use
	1001-1111
	not used in this version of the spec


Note: 

· The keyset items SHALL be included in the order of the table above.

· The keyset SHALL include only one instance of the following keys: UGK, UDK, UDF, RIAK and TDK.

· If included the BGKs (8 or 9) SHALL follow in fashion BGK1..n.

· The keyset MAY include zero or more domain sets (LDK, SLDF, LLDF). If included the SLDF SHALL follow the LDK it belongs to, followed by the optional LLDF that belongs to the aforementioned SLDF.
clarifier (optional):

This is a 10 bit field (bslbf) can be used to indicate the following possible values:

· in case the preceding <tag> value indicates a SGK, this field represents the position of a SGK in the Fiat Naor tree.

· in case the preceding <tag> value indicates a LLDF this field represents the length on the LLDF.

describing the use of the clarifier field for position of SGK:

If keyset_item == 001 (i.e. SGK) then the optional field “clarifier” SHALL indicate the position of the SGK as a node in the [FIAT NOAR] tree. When m = groupsize, then n = 2 log (m), where n is number of BGKs in tree. Possible positions for the BGKs in the tree are 2(n+1)  -1 . Therefore parameter “position” is expressed with 10 bits to express 1023 nodes in a tree. First MSB left will be used as binary indicator to indicate if the SGK position is a node (0, zero) or a leaf (1, one). Bit positions 2..10 (from left to right LSB) are used in binary format as an indication of the node and leaf position. Nodes and leafs SHALL be numbered according to Section ???:




 

describing the use of the clarifier for length of LLDF:

If LLDF is included the optional field “clarifier” describes the variable length of the LLDF in bits, as described in A.8.3.

length values:

This is a 3 bit field (bslbf) indicating the length of a keyset item.

Table 10: defined length values

	(key)length prescriber
	Length (b)
	remark

	128 bit AES
	000
	

	192 bit AES
	001
	

	256 bit AES
	010
	

	5 byte Eurocrypt
	011
	

	6 byte 
	100
	SLDF

	reserved for future use
	101-111
	not used in this version of the specification


Note: In case of the LLDF there is no extra length field, since the length value is indicated by the clarifier.

Change 2:  Specify, that this text refers to zero-message broadcast encryption scheme.
Add reference to node numbering in the Appendix.
9.3.3.4 Subset Addressing

If the BCRO is addressed to two or more, but not all devices in a subscription group and the zero-message broadcast encryption scheme is used, the DEK is computed using the concatenated node keys associated with the revoked devices as key:


DEK
=
HMAC-SHA1-128{ NKa  || NKb || NKc ||… ||  } ( BCI )

Where NKa, NKb, NKc, … are those node keys associated with devices that must not be allowed to access the asset.

Each node key NKi is associated with a node number. The nodes from the subscriber group key derivation tree are sequentially numbered in a breadth-first manner, starting from the root node with number 0.  See section ?? 
for more details on the node numbering.
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Figure 20 Subscriber Group Node (and Node Key) Numbering

Each device gets a set of node keys such that it can apply the key derivation functions ‘left’ and ‘right’ to compute the node keys of all leaf nodes, except of the leaf node that is associated with its own position. The relation between subscriber position and associated leaf node number is:


leaf node number = subscriber position + subscriber group size  – 1

Each node in the subscriber group key tree can be associated also with a depth in the tree. The root node has depth 0, its child nodes 1 and 2 have depth 1. In general, the child nodes of a node with depth d have depth d+1. With this defined, the set of node keys has the following property: all nodes associated with the node keys given to a device have different depth, and the root node is not part of this set.

If NKi denotes the key associated with node i, then the key derivation functions ‘left’ and ‘right’ are defined as:


NK2i+1 := left(i) := AES-128{NKi}(( 2i+LEFT_CONSTANT) mod 2128) 


NK2i+2 := right(i) := AES-128{ NKi }((2i+RIGHT_CONSTANT)mod 2128) 

Where LEFT_CONSTANT = 0x01010101010101010101010101010101 and RIGHT_CONSTANT = 0x02020202020202020202020202020202.
Example:

The very small subscriber group from Figure 20 consists of 8 devices (numbered 0 to 7, associated with nodes 7 to 14). A Rights Issuer randomly generates a key for the root of the key tree. From that root key, all other keys in the tree are computed using the key derivation functions. 

Then:

	i
	NKi
	Derivation

	0
	0123456789abcdef0123456789abcdef
	( not derived, randomly determined by the rights issuer , never send to devices)

	1
	e50ae5f0c279c65ec332d9bcc1117e92
	=AES{0123456789abcdef0123456789abcdef } ( 01010101010101010101010101010101 )

	2
	1c55d4149103150fc10da6800dd5884a
	=AES{0123456789abcdef0123456789abcdef } ( 02020202020202020202020202020202 )

	3
	4d8249b05af00c67ee7b600927a75eb6
	=AES{e50ae5f0c279c65ec332d9bcc1117e92} ( 01010101010101010101010101010103 )

	4
	a9f5aa423ca8d1efbbcf50014be61b82
	=AES{e50ae5f0c279c65ec332d9bcc1117e92} ( 02020202020202020202020202020204 )

	5
	bad128a946f85174d66ffc326fe5f9e8
	=AES{1c55d4149103150fc10da6800dd5884a} ( 01010101010101010101010101010105 )

	6
	811adb84ab42947df9028444448aa7e4
	=AES{1c55d4149103150fc10da6800dd5884a} ( 02020202020202020202020202020206 )

	7
	b4bdbf499b8c43e184d270fe198f08df
	=AES{4d8249b05af00c67ee7b600927a75eb6} ( 01010101010101010101010101010107 )

	8
	660967ab0c5d5960652b484af71ecba8
	=AES{4d8249b05af00c67ee7b600927a75eb6} ( 02020202020202020202020202020208 )

	9
	8e465d379f5cfc324a9c0f3eacb92ee1
	=AES{a9f5aa423ca8d1efbbcf50014be61b82} ( 01010101010101010101010101010109 )

	10
	3527bdd7eaccb5c0e6d89a7004d603d8
	=AES{a9f5aa423ca8d1efbbcf50014be61b82} ( 0202020202020202020202020202020a )

	11
	c0d7b5c58b9732b5480dc4c54093c738
	=AES{bad128a946f85174d66ffc326fe5f9e8} ( 0101010101010101010101010101010b )

	12
	49916d5d931a68ce2e99bf6726098f2e
	=AES{bad128a946f85174d66ffc326fe5f9e8} ( 0202020202020202020202020202020c )

	13
	3dd317bc38087c3f310c238861958706
	=AES{811adb84ab42947df9028444448aa7e4} ( 0101010101010101010101010101010d )

	14
	0433bc21b1d5ca5b2b0778475c2ca5ba
	=AES{811adb84ab42947df9028444448aa7e4} ( 0202020202020202020202020202020e )


The key NK0  is the root key from which all other keys are derived. It is randomly selected by the rights issuer and is never distributed to any device. A device that knows NK0 can compute all device exclusion keys, also its own, and hence circumvent being excluded.

The keys 7 to 14 in bold are the keys associated with the devices 0 to 7 respectively.

To effectively disallow devices 1,6 and 7 to access a certain asset, the rights issuer derives a DEK by concatenating the device revocation keys (NK8, NK13 and NK14) , and using this concatenation as key for computing a MAC over the broadcast content identifier BCI as retrieved from the BCRO:

DEK
=
HMAC-SHA1-128{ DK1 || DK6 || DK7} (BCI)

=
HMAC-SHA1-128{ NK8 || NK13 || NK14} (BCI)

Device 2 (that is not excluded) has been given the following node keys { NK10, NK3, NK2 }


DK1
=
NK8


= 
right( NK3 )


DK6
=
NK13


=
left( NK6 )



=
left( right ( NK2 ) )


DK7
=
NK14


=
right( NK6 )



=
right( right( NK2 ) )

And note that in computing DK6 the device already computes NK6, that is also applied in the computation of DK7.

An attempt by e.g. device 7 to compute the DEK will fail because it will be given the key set { NK13, NK5, NK1 }, and although that is sufficient to calculate DK1 and DK6, it cannot compute its own key.


DK1
=
NK8


= 
right( NK3 )



=
right( left( NK1 ) )


DK6
=
NK13

DK7
=
NK14


=
right( NK6 )



=
right( right( NK2 ) ) 

=
right( right( right( NK0 ) ) ) 

At that point, there is no more key derivation function available to compute the unknown key NK0 (which is the root key, and is never distributed to devices!). Because device 7 cannot compute DK7 it cannot construct the key DK1 || DK6 || DK7 that is needed to compute the DEK for this BCRO.

Change 3:  Rewrite section "A.13 Confidentiality in the Subscriber Group Concept" as follows:

A.13 Confidentiality in the Subscriber Group Concept
In this specification, there are 2 ways specified to deliver BCROs (see section 10.3
, Confidentiality of Message Content):
· Using fixed subscriber groups
· Using flexible subscriber groups
In order to deliver the BCROs efficiently and securely, 2 broadcast encryption schemes are used:
· Zero message broadcast encryption by fixed and flexible subscriber groups, see section A.13.2

· OFT by flexible subscriber groups only, see section A.13.3

Both broadcast encryption schemes use the same node numbering, see section A.13.1
.
The above mentioned broadcast encryption schemes have the following differences:
- the device interpretation of the delivered keys during the registration process;
- the derivation of the node keys in the subscriber group key derivation tree; 
- the derivation of the Deduced Encryption Key and the complexity of the needed calculations (see Section 9.3.3.4 Subset Addressing
);
- the number of BCROs instances that are needed to address a subset of a subscriber group.
Some of these differences are described in section A.13.2 
and A.13.3
.
A.13.1
Node numbering

The nodes from the subscriber group key derivation tree are sequentially numbered per “level” from left to right starting from the root node (i.e. in a breadth-first manner). The root node has number 0. For a node with number i, the first child has a number 2i+1, and the second child a number 2i+2. Likewise, the parent of a child with number j has the number (j-1)>>1 (see also Figure ??
).


[image: image4.wmf]i

2i+2

2i+1

Parent

node

Right

child

node

Left

child

node


Figure ??: Subscriber group node numbering

The node number of a leaf can be calculated from the leaf number by adding 2k-1 to it, where k is the height of the tree.

For example, in Figure ?? 
the height of the tree is 3, therefore leaf D4 has number 4+23-1 = 11.
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Figure ??: Example of a subscriber group key derivation tree of height 3.
A.13.2 BCRO delivery using zero message broadcast encryption scheme
This section provides some background information on zero-message broadcasting and key delivery. 

A.13.2.1
Exponential Scheme

As there are 2n subsets of a group of n devices, a very inefficient way of implementing the scheme is to generate 2n distinct keys. Each device would be provided with the keys associated with all the subsets that include that device.

	Group size
	Number of subsets
	Number of keys per device

	1
	2
	1

	2
	4
	2

	4
	16
	8

	8
	256
	128

	16
	65536
	32768

	32
	4294967296
	2147483648


This is for all practical purposes completely unusable.

A.13.2.2
Linear Scheme

An easy optimisation of the grossly impractical scheme is to generate an exclusion key unique per device part of the group. Each device is given all exclusion keys, except its own exclusion key. For any subset of the group that is to be allowed to access content, one can define the complement subset. If all the exclusion keys of the devices in the complement subset are used in a key derivation function, then only those devices in the complement subset cannot compute all the key material required: they lack the key associated with themselves.
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Figure 34: Derivation of an encryption key associated with a subset of the group

The figure shows the derivation of an encryption key for the addressed subset {d0, d1, d5}. The derivation function used is HMAC-SHA1-128 over the concatenation of the exclusion keys of the non-addressed devices. Each of the devices from the complement subset {d2, d3, d4, d6, d7} will find that its key is used in this derivation. Consequently neither of the devices from the complement subset can compute the encryption key. For example, device d4 cannot compute the required Deduced Encryption Key:

DEK       =             HMAC-SHA1-128{ DK2  || DK3 || DK4 || DK6 || DK7 } ( BCI) 
because it only knows DK0, DK1, DK2, DK4, DK5, DK6 and DK7. 

Note that BCI is the Binary Content Identifier included in the BCRO and DKi is the exclusion key corresponding to device di.

The size of the key material to be distributed now scales linear with the size of the group. This is a big improvement over the exponential scaling of the naïve approach.

	Group size
	Number of subsets
	Number of keys per device

	1
	2
	0

	2
	4
	1

	4
	16
	3

	8
	256
	7

	16
	65536
	15

	32
	4294967296
	31

	64
	1.84 x 1019
	63

	128
	3.40 x 1038
	127

	256
	1.16 x 1077
	255

	512
	1.34 x 10154
	511

	1024
	1.80 x 10308
	1023


This is a great improvement, and can make the scheme already practical for modest group sizes.

A.13.2.3
Logarithmic Scheme

In [FIAT_NAOR] the authors provide a scheme of hierarchical key derivations. Under this scheme, each device is provided key material that allows on-demand computing of the keys associated with all other devices in the group, except itself. The following picture shows schematically how this operates:
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Figure 35: Fiat-Naor key derivation scheme

The figure shows the application of two similar, but different, key derivation functions. From a single key, two child keys can be derived using these two distinct functions. A tree hierarchy of keys can thus be formed. The complete tree is determined completely by the two key derivation functions and the single root key.

This scheme allows an efficient version of the linear scheme. Instead of distributing all keys (except its own) to a device, now only a few keys from the tree need to be distributed to each device. It can be shown that instead of 
n-1 keys, now it is sufficient to distribute log2n keys to each device.

	Group size

(n devices)
	Total number of keys in the group


	Number of keys per device



	
	Linear scheme

n (n-1) 
	Logarithmic scheme

n log2n
	Linear scheme

(n-1)
	Logarithmic scheme

log2n

	1
	0
	0
	0
	0

	2
	2
	2
	1
	1

	4
	12
	8
	3
	2

	8
	56
	24
	7
	3

	16
	240
	64
	15
	4

	32
	992
	160
	31
	5

	64
	4032
	384
	63
	6

	128
	16256
	896
	127
	7

	256
	65280
	2048
	255
	8

	512
	261632
	4608
	511
	9

	1024
	1047552
	10240
	1023
	10

	…
	
	
	
	

	1048576
	1.10 x 1012
	20971520
	1048575
	20


A practical limit to the subscriber group size is given by the need to communicate which subset of the group is selected to access particular content. This is typically done with a bitvector, indicating which devices are included in the subset. For each communication to a specific subset, such a bitvector of n bits length must be added in order for the devices to determine the used encryption key.

It must be noted that if the subset of devices allowed to access content is the whole group, then the derivation of the content encryption key fails, because there is no device key at all to include in the key derivation algorithm. To address this issue, devices are provided with one additional special key, to be used when the whole group is addressed.

A.13.3
BCRO delivery using OFT
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Figure 36 Example of a subscriber group key derivation tree of height 3.
This scheme is optional to implement or support in the network and optional to implement or support in the terminal.

In the figure, d1 has the ID 000, d2 001, d3, 010, d4 011, d5 100, d6 101, d7 110, and finally d8 111.  We define that all subscribers, whether currently members (defined as subscribers receiving current BCROs) or not, are part of the key tree as illustrated in the figure.  In the simplest case, all the keys in the system are derived independently (i.e., random keys) by the group key manager.

The goal is to distribute the group key to the current membership among all the subscribers of the group.  The BCRO itself is delivered protected with the group key.

To illustrate group key delivery, consider if d3 and d4 unsubscribe, the group key is sent encrypted with the intermediate keys, commonly known as key encryption keys (KEKs) K-00, and K-1.  If d1 and d4 unsubscribe in another instance, the group key is sent encrypted with K-001, K010, and K-1.  This method is similar to OFT[OFT] and the complete subtree method defined by Naor et. al [Naor02].  The key list to encrypt the group key is the keys of the siblings of the keys in the path to the root of the unsubscribing members [OFT,Naor02].

The total number of keys in the system is 2n-2, and that includes the device keys as well as the intermediate keys.  Each subscriber receives log(n) keys.  For group key delivery, the complexity is as follows: if a single member unsubscribes, the group key can be delivered encrypted with at most log(n) KEKs.  The worst case is when n/2 members unsubscribe (or need to be eliminated), one from each of the subtrees just above the leaf-level.  In most cases, the cost is a small multiple of log(n).

Note that any combinations of members can be removed from the tree without any risk of collusion.  Combining all the eliminated members’ keys does not yield the other keys.

[Naor02] M. Naor et. al., “Revocation and tracing schemes for stateless receivers,” June 2002.

[OFT] Sherman, A.T.; McGrew, D.A., “Key establishment in large dynamic groups using one-way function trees,”
IEEE Transactions on Software Engineering, Volume 29, Issue 5, May 2003. Page(s):444 – 458.

9.3.3.4 
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��CHANGES on this text:


- Device numbering was modified in Figure 34 and corresponding text to keep consistent with section 9.3.3.4 Subset Addressing ;


- the derivation function was changed to HMAC-SHA1-128; 


- the second sentence was reworded (editorial change); 


- BCI and DKi are defined.


- d0, d1 etc. was changed to DK0, DK1 etc.


�Node numbering was changed, as it was incosistent with Section 9.3.3.4 Subset Addressing in the XBS-V1_0-20060321 spec


�This figure caption is not in the ‘old’ XBS doc, but proposed by an other, already accepted CR and is present in the interim spec. It would have been easier to make this CR based on the interim spec ;-)


�This picture was already change in OMA-BCAST-2006-0682-CR_Signalling_of_OFT and should be kept as specified there.


�This section "Node Numbering" was introduced in a "tentatively agreed" OMA-BCAST-2006-0682-CR_Signalling_of_OFT. This section is now removed and merged in the new section A.13.1
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