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1 Reason for Change

SpamRep describes a mechanism for packaging and transporting a report about a message that a User might find objectionable, such as unwanted commercial email (“spam”) or other data.  Developers of software for the mobile world may be unaware of common practices based on experience from the realm of Internet messaging, especially email.  This Change Request adds a section including informational guidance related to the security implications of certain development choices.
This Change Request is submitted as a proposed resolution of item C001 in Consistency Review document OMA-CONR-2010-0085-SpamRep_Security_Considerations.

The Internet Engineering Task Force has a long history of processing email, and much of this advice is based on their experience.

The omission of this information could lead to development of SpamRep applications that have detrimental or even dangerous side effects that could be exploited by bad actors.

2 Impact on Backward Compatibility

This Change Request adds an informative appendix covering material not already discussed in the Technical Specification.  It therefore introduces no backward compatibility issues.
3 Impact on Other Specifications

This Change Request does not require changes to any other specification, nor does it establish any new document dependencies.
4 Intellectual Property Rights

Members and their Affiliates (collectively, "Members") agree to use their reasonable endeavours to inform timely the Open Mobile Alliance of Essential IPR as they become aware that the Essential IPR is related to the prepared or published Specification.  This obligation does not imply an obligation on Members to conduct IPR searches.  This duty is contained in the Open Mobile Alliance application form to which each Member's attention is drawn.  Members shall submit to the General Manager of Operations of OMA the IPR Statement and the IPR Licensing Declaration.  These forms are available from OMA or online at the OMA website at www.openmobilealliance.org.

5 Recommendation

The SpamRep working group is advised to incorporate these changes into the Technical Specification prior to publication of SpamRep v1.0.
6 Detailed Change Proposal

Change 1:  Add Security Considerations Section
9.4: Security Considerations (Informative)
This section contains an informative discussion about security issues that developers should consider when making implementation choices.  It contains no normative requirements.

9.4.1: Email Content

SpamRep supports the generation and exchange of reports about messages that Users or filters find objectionable for whatever reason, and specifies its transport.  One of the message formats about which a report may be generated is electronic mail, or email.  The format of an Internet message (“email”), independent of its transport, is defined in [RFC5322].

The Internet has long been a much more open network than the one used in general telecommunications.  By virtue of its open research roots, the email ecosystem operates on a basis of little or no security and a general trust that actors will behave honourably.  As the Internet grew and became more public, this layer of trust began to suffer widespread abuse from bad actors.  Because of the absence of security in its transport, email actors are trivially able to change apparent identities by registering new domain names at low cost or in high volume, or creating new accounts, freely available from account providers.  It is possible to send email nearly free of charge, in huge volumes, and with no requirement of a sustained single identity taking responsibility for the message.  Moreover, as email has evolved, it has become possible to associate a plurality of identities, all different yet all possibly true, to a message.  This has created a very complex message processing ecosystem, only recently properly documented in [RFC5598] and still evolving beyond that.
By contrast, access to the mobile messaging infrastructure is far less open, and actors can almost always be identified reliably and consistently as they are more bound to a single identity such as a MSISDN, and these identities are harder to acquire and change.  As the network is less open, it is much more difficult to introduce forged data into the system.

Some mechanisms for messaging and identity security have evolved to address this issue, but to date they have not yet been widely deployed.  Some of these include PGP [RFC4880], S/MIME [RFC5751] and DKIM [RFC4871], although the latter only verifies a domain name and not a complete user identity,

Software developers for mobile devices may therefore be unaware of these security issues involving handling of Internet messaging.  A discussion of these issues, based on experience relayed in [RFC5598] and acquired from experts in the world of spam fighting on the Internet, and how they might play into development decisions of SpamRep packages is included below.

These considerations might also apply to other messaging protocols such as SMS and MMS if the mobile infrastructure evolves to have similar kinds of openness that the current Internet messaging infrastructure has.

9.4.1.1: Forgery

Both the content of an email message and the “envelope” used to move it via the typical transport mechanisms (usually, but not always, SMTP as defined in [RFC5321]) lack any integral security mechanisms.  The implications for this are potentially severe; in the absence of such mechanisms, a bad actor can trivially forge a message with false content.  This is a common tactic of bad actors, whose messages currently comprise the vast majority of email traffic.  Moreover, not only can the message body be forged, but the portions of the message that contain identities and other meaningful protocol information (the “header”) can also be forged, which leads to the ability to misrepresent the message’s origin.  This tactic is used by bad actors for multiple purposes:

1. To deceive receivers into trusting the body of the message;

2. To claim that a message comes from a particular trusted origin, bypassing naive filtering systems;

3. To divert responsibility for the message to a party (that may or may not actually exist) so that a meaningful response of any kind is not possible.

A common form of the first item listed above is what has come to be known as “phishing”, wherein a recipient receives a message claiming to be from some organization with which the user has some sort of existing relationship asking the user to divulge sensitive personal information under the guise of its purported identity.  The attacker is then able to use that data to gain unwarranted access to the victim’s resources.  An example of this is a claim from a bank that the user is being asked to verify its account credentials, redirecting the victim to a web site that appears legitimate but is hosted by the attacker.  In 2004 the Federal Trade Commission held a workshop involving numerous messaging service providers and messaging security companies to address specifically this problem as fraudulent consumer losses passed well into nine figures of annual financial damage.
In the second case a list of known bad actors might be maintained by an operator, but since the bad actor can trivially change its identity, the efficacy of such a list is limited.  Alternately, the bad actor can claim to be a user of the service attempting to secure itself, and in the absence of a widely deployed authentication mechanism the operator is unable to distinguish between a forged identity and a legitimate one.

In the third case, a reply of objection or other punitive action from a user or operator cannot be effective as it is directed to a nonexistent destination.  Even worse, the falsified identity might be a legitimate address but one that had nothing to do with the transmission of the message, meaning complaints or punitive action are then directed to an innocent third party.

Such forgeries can sometimes be spotted by an adept user with access to some of the trace information included in the message header, but even automation of such analysis does not offer a high enough degree of accuracy to have warranted large scale deployment.

Given these implications, a SpamRep implementer, especially one developing a SpamRep Server. is encouraged not to take any automatic action based on any unverified identity associated with the message.  For example:

1. Consider a SpamRep Server implementation that, in response to a SpamRep Report about an email message, generates a complaint message to the address found in the “From” field about that message.  An attacker aware of this property of the Server can attack a victim by sending a large number of mobile users some junk email claiming to come from the victim; as recipients complain via SpamRep Reports, the Servers will bombard the victim with these generated complaint messages.
2. In the same scenario, the Server’s complaint message might be sent to a concocted, non-existent address, which will itself generate a bounce message back to the Server.  This could happen in high volumes, wasting processing power at a number of Internet nodes.

3. A SpamRep server that blocks a sender about whom it receives a SpamRep Report can be caused to block legitimate mail by a bad actor that forges email to claim to come from legitimate senders.  This would constitute a denial-of-service attack.
9.4.1.2: Multiple Identities
A further complication is the fact that a single message may have many associated identities (and, as discussed above, none of them can actually be trusted).  For example, a single delivered message will have a “From” header field (the only one that is mandatory) but can legitimately also have a “Sender” field, a “Reply-To” field and/or a “Return-Path” field.  Moreover, some or all of these fields are permitted to contain multiple identities.

Thus, there can be multiple identities associated with a message.  There is, however, no established heuristic to indicate, given any combination of them, which should be considered more likely to be correct.  Thus selecting an identity on which to base some action cannot be reasonably accomplished.
Absent the development of such conventions endorsed by the email community, designs involving such heuristics should be avoided.
9.4.1.3: High Volumes
Since the cost of sending email is nearly zero, it is common for attackers to send large amounts of mail to a large distribution of users.  This naturally results in a large number of complaints as Users process their mailboxes.
Server implementers would be well advised to design to accommodate large, bursty complaint volumes.

Change 2:  Add Informative References

Add the following informative references to Section 2.2 to match what’s presented in the above change:
 [RFC4871]
IETF RFC4871 “DomainKeys Identified Mail (DKIM) Signatures”, E. Allman, J. Callas, M. Delany, M. Libbey, J. Fenton; May 2007
URL http://www.ietf.org/rfc/rfc4871.txt

[RFC4880]
IETF RFC4880 “OpenPGP Message Format”, J. Callas, L. Donnerhacke, H. Finney, D. Shaw, R. Thayer; November 2007
URL http://www.ietf.org/rfc/rfc4880.txt

[RFC5598]
IETF RFC5598 “Internet Mail Architecture”, D. Crocker; July 2009
URL http://www.ietf.org/rfc/rfc5598.txt

[RFC5751]
IETF RFC5751 “Secure/Multipurpose Internet Mail Extensions (S/MIME) Version 3.2 Message Specification”, B. Ramsdell, S. Turner; January 2010
URL http://www.ietf.org/rfc/rfc5751.txt
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