Doc# OMA-PAG-2006-0073-Composition-policy-issue[image: image1.jpg]"sOMaQa

Open Mobile Alliance




Change Request

Doc# OMA-PAG-2006-0073-Composition-policy-issue
Change Request



Change Request

	Title:
	Composition policy issue
	 FORMCHECKBOX 
 Public       FORMCHECKBOX 
 OMA Confidential

	To:
	OMA-PAG

	Doc to Change:
	OMA-TS-Presence_SIMPLE-V1_0-20060110-C.doc

	Submission Date:
	<07 02 2006>

	Classification:
	 FORMCHECKBOX 
 0: New Functionality
 FORMCHECKBOX 
 1: Major Change
 FORMCHECKBOX 
 2: Bug Fix
 FORMCHECKBOX 
 3: Clerical

	Source:
	Antonio Fusco, Telecom Italia, antonio.fusco@tilab.com

	Replaces:
	n/a


1 Reason for Change

Some informal tests during November 2005 TestFest showed an issue in the composition policy.

Consider the following person elements to be aggregated:

<pdm:person id="a1233">

  <rpid:activities>

    <rpid:meeting/>

  </rpid:activities>

</pdm:person>

<pdm:person id="a1233">

  <rpid:activities>

    <rpid:holiday/>

  </rpid:activities>

  <rpid:mood> <rpid:happy/> </rpid:mood>

</pdm:person>

Some Presence Servers composed them in:

<pdm:person id="a1233">

  <rpid:activities>

    <rpid:meeting/>

  </rpid:activities>

  <rpid:activities>

    <rpid:holiday/>

  </rpid:activities>

  <rpid:mood> <rpid:happy/> </rpid:mood>

</pdm:person>

While a preferable result is:

<pdm:person id="a1233">

  <rpid:activities>

    <rpid:meeting/>

    <rpid:holiday/>

  </rpid:activities>

  <rpid:mood> <rpid:happy/> </rpid:mood>

</pdm:person>
Without repeating the <activities> element.

The issue is even worse with <mood> elements: <mood> element allows one choice only, apparently stating that one person can have only one mood, while the aggregation will result in two <mood> elements containing different mood values…

The problem is that current composition rules are not clear and seem not to contradict this behaviour.

What current composition policy says

Basically current specification states just two main rules for composition: 

Rule 1: A mandatory condition to aggregate two elements is that:
· “there are no conflicting elements (same elements with different values)”
Rule 2: In the aggregated result:

· “Identical elements with the same value SHALL not be duplicated”
It’s evident that they cannot be applied both together. To choose which rule to apply, the PS has to know the max cardinality (maxOccurs) of the element in its xml schema. Let’s explain this:
Rule 1 may be interpreted as follows: 

A mandatory condition to aggregate two elements is that they MUST NOT contain corresponding sub-elements whose max cardinality is 1 (“maxOccurs=1” in xml schema) and that cannot be aggregated.

Example: 
Following tuples cannot be aggregated, because they contain two corresponding sub-elements (<status>) whose xml schema cardinality is 1 and that cannot be aggregated. The two <status> elements cannot be aggregated because they contain two corresponding sub-elements (<basic>) with cardinality 1 and that cannot be aggregated.

<tuple id="a1232">

  <status>

    <basic>open</basic>

  </status>

  <contact>sip:my_name@example.com</contact>

</tuple>

<tuple id="a1232">

  <status>

    <basic>closed</basic>

  </status>

  <contact>sip:my_name@example.com</contact>

</tuple>

If the PS did not know <status> element cardinality, it might aggregate the tuples applying Rule 2, with the following result:
<tuple id="a1232">

  <status>

    <basic>open</basic>

  </status>

  <status>

    <basic>closed</basic>

  </status>

  <contact>sip:my_name@example.com</contact>

</tuple>
Rule 2 may be interpreted as follows: 

if two elements to be aggregated contain corresponding lists of sub-elements, the aggregated element will contain one sub-elements list that is the union of the two lists (it will contain sub-elements only in the first list, sub-elements only in the second list and sub-elements that are in both, not duplicated).

We have a sub-element list every time the max cardinality in the schema is bigger than 1, e.g. maxOccurs=”unbounded”.
Example:

Consider the following <device> element from the same UE (same <deviceID> sub-element) to be aggregated:

<pdm:device id="a1234">

  <op:network-availability>

    <op:network id="UMTS"/>

  </op:network-availability>

  <gp:geopriv>
    ...
  </gp:geopriv>

  <pdm:deviceID>urn:uuid:d27459b7-8213-4395-aa77-ed859a3e5b3a</pdm:deviceID>

<pdm:device>

<pdm:device id="a1234">

  <op:network-availability>

    <op:network id="GPRS"/>

  </op:network-availability>

  <pdm:deviceID>urn:uuid:d27459b7-8213-4395-aa77-ed859a3e5b3a</pdm:deviceID>

<pdm:device>

The <device> elements contain two corresponding lists of sub-elements (the first list contains a <network-availability> element and a <geopriv> element; the second list contains only a <network-availability> element). They are lists because the xml schema cardinality is > 1 (they refer to the unbounded <any> wildcard in <device>). According to current rules the result will contain a list of sub-elements that is the union of former lists, so <network-availability> elements will be duplicated because they do not equal each other:

<pdm:device id="a1234">

  <op:network-availability>

    <op:network id="UMTS"/>

  </op:network-availability>

  <op:network-availability>

    <op:network id="GPRS"/>

  </op:network-availability>

  <gp:geopriv>
    ...
  </gp:geopriv>

  <pdm:deviceID>urn:uuid:d27459b7-8213-4395-aa77-ed859a3e5b3a</pdm:deviceID>

<pdm:device>

This is the point where current specification fails: it would be better to have one <network-availability> element containing both <network> sub-elements.
To solve this issue our proposal is:

When merging two lists, instead of just avoiding to duplicate identical elements (having the lists union as result), we avoid to duplicate aggregable (i.e. non-conflicting) elements.
It’s evident that identical elements are also aggregable (and the result is an identical element), so this new policy still works in the cases in which the current composition policy is ok. 

Using this new rule, previous example result will be:

<pdm:device id="a1234">

  <op:network-availability>

    <op:network id="UMTS"/>
    <op:network id="GPRS"/>

  <gp:geopriv>
    ...
  </gp:geopriv>

  <pdm:deviceID>urn:uuid:d27459b7-8213-4395-aa77-ed859a3e5b3a</pdm:deviceID>

<pdm:device>

2 Impact on Backward Compatibility

N/A
3 Impact on Other Specifications

N/A

4 Intellectual Property Rights

Members and their Affiliates (collectively, "Members") agree to use their reasonable endeavours to inform timely the Open Mobile Alliance of Essential IPR as they become aware that the Essential IPR is related to the prepared or published Specification.  This obligation does not imply an obligation on Members to conduct IPR searches.  This duty is contained in the Open Mobile Alliance application form to which each Member's attention is drawn.  Members shall submit to the General Manager of Operations of OMA the IPR Statement and the IPR Licensing Declaration.  These forms are available from OMA or online at the OMA website at www.openmobilealliance.org.

5 Recommendation

TIM recommends PAG to solve the issue by detailing composition policy rules.
6 Detailed Change Proposal

>>>>>>>>>>>>>>>>Proposed changes in section 5.4.3.1>>>>>>>>>>>>>>>>>

5.4.3.1.1 Composition Policy

The PS SHALL compose the information from the different Presence Sources according to the following rules:
· Service elements (defined in section 10.1.2)

The PS SHALL aggregate <tuple> elements that are published from different Presence Sources into one <tuple> element if the following conditions all apply:

a. If one <tuple> element includes a <contact> element, as defined in [RFC3863], other <tuple> elements include an identical <contact> element;

b. If one <tuple> element includes a <service-description> element, as defined in section 10.5.1, other <tuple> elements include an identical <service-description> element. Two <service-description> element are identical if they contain identical <service-id> and <version> elements;
c. The two <tuple> elements are non-conflicting, according to rules defined in section 5.4.3.1.2, ignoring instance identifier attribute (id) of <tuple> and <timestamp> sub-element.
In any other case, the PS SHALL keep <tuple> elements from different Presence Sources separate.
The aggregation SHALL follow the rules defined in section 5.4.3.1.3, ignoring instance identifier attribute (id) of <tuple> and <timestamp> sub-element.

The <timestamp> of the aggregated <tuple> SHALL be the most recent one among the ones that contribute to the aggregation.
· Device elements (defined in section 10.1.3)

If the <deviceID> of the <device> elements that are published from different Presence Sources match, the PS SHALL

a. Aggregate the non-conflicting <device> elements (according to the rules defined in section 5.4.3.1.2, ignoring instance identifier attribute (id) of <device> and <timestamp> sub-element) in one <device> element. The <timestamp> of the aggregated <device> element SHALL be the most recent one among the ones that contribute to the aggregation; and

b. Use the element from the most recent publication (i.e. with the most recent <timestamp>) for conflicting elements.
The aggregation SHALL follow the rules defined in section 5.4.3.1.3, ignoring instance identifier attribute (id) of <device> and <timestamp> sub-element.

· Person element (defined in section 10.1.1)

The PS SHALL aggregate <person> elements that are published from different Presence Sources into one <person> element if they are not conflicting (according to the rules defined in section 5.4.3.1.2, ignoring instance identifier attribute (id) of <person> and <timestamp> sub-element).
The aggregation SHALL follow the rules defined in section 5.4.3.1.3, ignoring instance identifier attribute (id) of <person> and <timestamp> sub-element.
The <timestamp> of the aggregated <person> element SHALL be the most recent one among the ones that contribute to the aggregation.

The PS SHALL keep <person> elements from different Presence Sources separate if they are conflicting.
The PS SHALL ignore the values of instance identifier attributes (id) of <tuple>, <person> and <device> instances in

presence documents published by Presence Sources.

The PS MAY change the values of instance identifier attributes (id) of <tuple>, <person> and <device> instances in presence

documents that have been published by Presence Sources.

5.4.3.1.2 XML Elements Aggregation Preconditions

As a general rule, two elements are aggregable (i.e non-conflicting) if the following conditions all apply:

a. the two elements share the same xml type;
b. if both elements contain the same attribute, the attributes have the same value;
c. if the elements have simpleType, their content have the same value; if the elements have complexType, corresponding sub-elements with cardinality=1 (maxOccurs=1) are aggregable.
Composition policy MAY add additional constraint to the XML aggregation preconditions (e.g. ignore some elements/attribute).
5.4.3.1.3 XML Elements Aggregation Rules

Two elements that are aggregable, according to rules defined in section 5.4.3.1.2, may be aggregated into one element using the following rules:

a. If an attribute is in one or both elements, it SHALL be copied in the resulting element;
b. Each sub-element with cardinality=1 (maxOccurs=1) SHALL be aggregated with the corresponding sub-element and copied in the resulting element; if there’s no corresponding sub-element, it SHALL be copied in the resulting element as is;

c. Each pair of corresponding sub-element lists (e.g. maxOccurs=”unbounded”) SHALL be aggregated in one list and copied in the resulting element; elements that can be aggregated SHALL not be duplicated in the resulting list; if there’s no corresponding sub-elements list, the list SHALL be copied in the resulting element as is.

Composition policy MAY add additional constraint to XML aggregation rules (e.g. ignore some elements/attribute).
5.4.3.1.4 Aggregating XML Elements From Unknown Namespaces
PS may have to aggregate elements from unknown schemas, without having the corresponding xml schema. With respect to the aggregation model described in sections 5.4.3.1.2 and section 5.4.3.1.3, the PS SHALL suppose maxOccurs=”1” for each element in the unknown namespace.

>>>>>>>>>>>>>End of the proposed changes in section 5.4.3.1>>>>>>>>>>>>
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